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We propose CreativeConnect, a system with generative AL pipelines that helps users discover u:
We present ChainForge, an open-source visual toolkit for prompt engineering and on-deman:
We present EvallM, an interactive system for iteratively refining prompts by evaluat
We developed CodeAid, an LLM-powered programming assistant delivering helpful, technica
iion to the programming assistant called Ivie, or instantly visible in-situ explanations.
We introduce Wikibench, a system that enables communities to collaboratively curate AL ew:
We also develop an interactive interface that enables flexible user refinement and interpretable reasoning.
We present ColorMaker, a mixed-initiative approach for creating colormaps.
We introduce Cieran, a tool that allows any data analyst to rapidly find quality colort
We present Umwelt, an authoring environment for interactive multimodal data represen
We propose GenQuery, a novel system that integrates generative models into the visual :
We implemented a Figma plugin that takes in a UI design and a set of written heuristics, and ren
i we encountered, and practices and artifacts that proved effective.
Preserving Text Saliency Modulation (GP-TSM), a text rendering method with a novel means of identifying what to
This paper presents WieldingCanvas, an interactive VR sketching platform that integrates canvas manipi
‘esents the design and outcomes of SketchPath, a system that uses hand-drawn toolpaths to design for clay 3D prii
We present Tandem, a software library that lets a fabricator implement an end-to-end

is and mode of user interaction with our tool, Palette-PrintAR, which integrates situated 3D model manipulation \
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#1Seam Work and Simulacra of Societal Impact in
Networking Research: A Critical Technical Practice
Approach

Abstracts

Show full abstract only

Authors: Gloire Rubambiza, Phoebe Sengers, Hakim
Weatherspoon, Jen Liu

Abstract: This paper explores how conceptions of
societal impact are produced and performed during
academic computer science research, by leveraging
critical technical practice while building a digital
agriculture networking platform. Our findings reveal how
everyday practices of envisioning and building
infrastructure require working across disciplinary and
institutional seams, leading us as computer scientists to
continuously reconceptualize the intended societal
impact. By self-reflectively analyzing how we accrue
resources for projects, produce research systems, write
‘about them, and maintain alignments with stakeholders,
we demonstrate that this seam work produces shifting
simulacra of societal impact around which the systems.
success is narrated. HCl researchers frequently suggest
that technical systems impact could be improved by
motivating computer scientists to consider impact in
system-building. Our findings show that institutional and
disciplinary structures significantly shape how computer
scientists can enact societal impact i their work. This
work suggests opportunities for structural interventions.
to shape the impact of computing systems.

Session: Social Activism C

Figure 1: The ABSTRACTEXPLORER interface, rendering over a thousand CHI2024 paper abstracts. (A) Users can select one of five
pre-defined aspects of abstracts to view at a time; Methodology/Contribution is currently selected. (B) Sentences in each abstract
that reflect the selected aspect are shown; users can skim or read laterally [67] across many abstracts, and engage in comparative
close reading at scale. Sentences are segmented into grammatical chunks, categorized into one of the pre-defined roles listed at
the top of the (B) pane, and highlighted by that role’s assigned color. The sentences are ordered by ‘structure’: within each
selected aspect, the most common structure is initially shown by default, e.g., Contribution then System Characteristics
above, but others can be selected. (C) Clicking on a sentence scrolls the full abstract it was extracted from into view in the right
sidebar. (D) Users can use the exact match filter to hide all but a more narrowly scoped set of abstracts, e.g., to only those that
mention ‘VR’. (E) Users can author their own aspects as well, using natural language.

Abstract

Individual flagship conferences today can have over a thousand
papers; even reading just the abstract of every paper at the lat-
est relevant conference to keep up with the research is time and
memory prohibitive. Previous visualizations in this domain have
ubiquitously followed Shneiderman’s Visual Information-Seeking
Mantra, with details available on demand. However, recently in
other domains, system designers have leveraged Structure-Mapping
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Theory (SMT) to facilitate seeing both the overview and the details
at the same time, facilitating abstraction without losing context. We
compose and evaluate a system, called ABSTRACTEXPLORER, with
analogous SMT-derived characteristics for the domain of scientific
abstract corpus familiarization. ABSTRACTEXPLORER has a unique
combination of LLM-powered (1) faceted comparative close reading
with (2) role highlighting enhanced by (3) structure-based ordering
and (4) alignment. An ablation study (N=24) validated that these
features work best together. A summative study (N=16) describes
how these features support users in familiarizing themselves with a
corpus of paper abstracts from a single large conference with over
1000 papers.

CCS Concepts

« Human-centered computing ¥ Empirical studies in visu-
alization; Interactive systems and tools; Visualization theory,
concepts and paradigms.
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1 Introduction

The only existing ground-truth mechanism for reasoning about a
corpus of documents is to read every document in the corpus. Un-
augmented reading is a serial process, where connections within
and across documents are made because the reader remembers text
they have previously read in the corpus and, based on that memory,
recognizes a relationship to the current portion of text before them.

Many existing approaches to augmenting humans’ reasoning
about document corpora are lossy, and therefore risk omitting im-
portant context. Non-linguistic lossy representations of documents
are typically designed to preserve what the system creators be-
lieve is most useful for the intended user task(s), e.g., a network
of document-representing dots that preserve citation relationships
across documents while omitting most other content. Zooming into
the otherwise hidden details often means narrowing one’s view to
a small subset of the corpus at a time, replacing a focus on cross-
document relationships with a focus on individual documents.

Lossy linguistic representations can introduce semantic ambi-
guities and misrepresentations [24], such as reducing a definitive
factual statement to a topic. Lossy approaches limit how many
unanticipated user questions the system can help answer, and make
it harder for users to recognize objectively wrong or contextually in-
appropriate choices made about the document or its representation
on their behalf [24].

Guetal

Recent prior work has shown that it is possible to help people
read and reason about a corpus of short documents without employ-
ing lossy document representations. For example, for collections
of code examples written with similar purposes but using different
libraries, PARALIB [69] used color-coordinated role highlights to
reveal cross-example commonalities and distinctions. The PosI-
TIONAL DIcTION CLUSTERING (PDC) algorithm identified analogous
sentences across many LLM responses, which were reified both as
color-coordinated cross-document analogous text highlighting (like
PARALIB) and in a novel ‘interleaved’ view where analogous sen-
tences across documents were rendered in adjacent rows to enable
more easy comparison [18]. These examples of text-centric lossless
techniques do not abstract away or summarize; they strategically
re-organize and re-render the existing text to help enhance readers’
own perceptual cognition, informed by Structural Mapping Theory
(SMT) [17].! The human perceptual, comparative mental machinery
that SMT describes is part of what enables humans to form more
abstract structured mental models from concrete examples, among
other critical knowledge tasks.

This SMT-informed approach, which ABSTRACTEXPLORER shares,
tries to give this mental machinery “a leg up,” letting users perhaps
skip some steps by accepting reified cross-document relationships
identified by the computer. The revealed variation within these
analogous cross-document relationships can invite the user’s en-
gagement. This is the essence of comparative close reading, a di-
alectical activity [73] that requires repeated deep engagement with
the texts to reveal new insights.

Lossless SMT-informed techniques have yet to be brought to
bear in the context of researchers familiarizing themselves with
a corpus of existing literature, e.g., all (> 1000) paper abstracts at
recent CHI. Most tools assist researchers in this pursuit by helping
them narrow their attention to a manageable set of papers they
can sit down with and serially engage with. These tools often rely
on lossy representations of the entire corpus and give researchers
search affordances to navigate serially through papers of potential
interest in a more informed way.

ABSTRACTEXPLORER instantiates new minimally lossy? SMT-
informed techniques for skimming, reading, and reasoning about a
corpus of similarly structured short documents: phrase-level role
classification that drives sentence ordering, highlighting, and spatial
alignment. We demonstrate these features’ utility in the context of
helping researchers’ skim and read closely and laterally [67] across
a corpus of scientific abstracts.

Three studies inform and validate ABSTRACTEXPLORER’s design:
First, a formative study (Section 3) suggested unmet needs and
interest in our approach to supporting cross-document reasoning.
Second, an ablation study with eye-tracking (Section 5) revealed
that the three key features of ABSTRACTEXPLORER’s central cross-
sentence relationships pane—sentence order, role-coordinated high-
lighting, and alignment—work best in concert, not alone. Finally, a
summative study (Section 6) describes how researchers used AB-
STRACTEXPLORER to familiarize themselves with a corpus of 1000

IStructural Mapping Theory (SMT) is a long-standing well-vetted theory from Cog-
nitive Science that describes how humans attend to and try to compare objects by
finding mental representations of them that can be structurally mapped to each other
(analogies).

ZJust the order of sentences within their respective abstracts is abstracted away.
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CHI paper abstracts reading across a larger and more diverse col-
lection of abstracts and more easily discerning relationships and
distributions across prior work. In summary, we contribute:

Novel SMT theory-informed text analysis and rendering
techniques for enabling cross-document skimming and com-
parative close reading at scale

AbstractExplorer , which instantiates these techniques
for familiarizing oneself with a corpus of 1000 CHI paper
abstracts.

Three studies informing and evalutaing the bene ts, chal-
lenges, and interactions between these techniques.

2 Related Work

AbstractExplorer extends prior work on tools that support read-
ing and sensemaking at scale as well as text alignment.

2.1 Tools for Close Reading

Close readingefers to the conscientious analyzation and interpre-
tation of text [32, while distant reading49 avoids serially reading
documents by looking at alternative summaries such as counting,
graphing, and mapping of textd1]. Distant reading tools often em-
ploy very lossy approaches, e.g., visualizations of documents that
abstract text into topics, such as Hierarchical Topic Map§][ and

do not preserve entire sentences, such as displaying word pairs in
aword cloud L1, 70. Distant reading tools do not support compar-
ing documents at the textual level one needs during close reading.
They are also not necessarily superior in terms of cognitive load or
more ‘unbiased' in their presentation of data, either: large network
graphs and scatterplots are known to impose signi cant cognitive
demands [39, 71] and can introduce perceptual biases [66].

Close reading is an important yet cognitively demanding task
in scholarly activities p( and beyond p5. Close reading requires
reasoning about context; for exampl€lio ery  [2§ assists his-
torians with investigating queries in context through linked views
and text highlighting. While not speci cally designed for close
reading, many tools have been designed to support reading ac-
tivities within or anchored by a single document, e.g., support-
ing comprehension, information foraging, and reading e ciency.
For exampleGP-TSM 24 helps readers read more e ciently by
modulating text saliency while preserving grammafarifocal-
Reader[3€ supports skimming by presenting abstract summaries
alongside the source document, with machine-learned annotations
highlighting key sentence segments in di erent colorScim[15
helps readers skim academic papers by using colored highlights
to guide attention to prede ned content types, such as Objective
and Method. Qlarify [14] allows scholars to specify additional in-
formation needs while reading an abstract, dynamically expanding
it with relevant content from the full paper. While still anchored
on a single document, the Semantic Reader projd& $upports
features that bring information from related papers into the focal
paper's reading environment. For exampRelatedly [54, part
of the Semantic Reader project, highlights unexplored dissimilar
information in related work sections of unread papers while low-
lighting previously seen information. As such, while the Semantic
Reader can reason over document collections, we still consider it a
document-centrii23] reading tool.

When working with document corpora, these prior reading sys-
tems leave users to manually organize documents using their lim-
ited working memory;AbstractExplorer instead lays out the
contents of the corpus in a way that, given its cognitive-theory-
informed design, may work with humans' limited working memory
while reading.

2.2 Text Alignment

Text alignment refers to the process of nding correspondences
similar and diverging patterns among two or more pieces of textf.
Methods often segment text into smaller, comparable units and align
segments to highlight shared patterns and individual divergences.
The alignment step is often cast as a sequence alignment problem,
using methods such as edit distancd€)[or common grammat-
ical pattern identi cation [59. Cross-sentence relationships are
often rendered using matrices [48, 76], trees [65], and graphs [25].
However, these approaches can only handle sentences with at least
some closely matched structure and overlapping diction.

Some work has explored aligning larger pieces of text, including
websites B], books b€, and passaged§. However, given that the
typical purpose of this work is for machine-powered functions, e.g.,
obtaining parallel corpora for machine translation or plagiarism
detection, renderings for human consumption are not a focal point.

Some alignment strategies aim to scale up the alignment process
to more (but not necessarily long) texts. For instan€empura[6g
employs structural templates based on linguistic features to orga-
nize short diverse search queries into representative groups. Gero
et al. [18] addresses the challenge of aligning a large set of similar
yet varying multi-sentence LLM responses with Positional Diction
Clustering (PDC), an algorithm that identi es analogous sentences
across documents based on shared diction and position within their
respective documents. However, the PDC approach ignprepose
at both the sentence and sub-sentence level; by leveraging purpose,
AbstractExplorer , can handle more diverse short documents, i.e.,
abstracts written by di erent authors about very di erent topics.

In summary, while scienti c abstracts, especially within the same
community, lack the linguistic consistency required by previous
methods, they make up for it in the common purposes that sen-
tences and phrases within sentences ful AbstractExplorer
reframes text alignment as a semantic role labeling task, using
spatial alignment, color, and proximity to help humans perceive
simultaneous text alignment across hundreds of diverse abstracts.

2.3 Text-Centric Tools for Sensemaking over
Document Corpora via Shared Structure

Prior systems have employed structure to facilitateluctivesense-
making across various domains. For example, Hope €8] seg-
ments product descriptions into ne-grained functional aspects
to support analogical reasoning. In the space of text-centfd [
sensemaking tools for text and code document corpora, these sys-
tems includeWordSeer [50, 51, 59, OverCode [2(, Foobaz[19,
Examplore [22, SOLVENT 6], Paralib [69, Positional Diction
Clustering (PDC) 18, and CorpusStudio [9]. Some of these sys-
tems exploit shared structure by creating templates, skeletons, or
schemas to reveal variation across corresponding parts.

UIST '25, September 28 October 01, 2025, Busan, Republic of Korea
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Like many of these prior system#bstractExplorer is a text-
centric system that exploits shared structure to support lateral read-
ing across short document corpora at scale. Unlike prior systems,
it leverages common structures ipurposenot lexical or gram-
matical features, at both the sentence and phrasal level in natural
language document#\bstractExplorer speci cally leverages the
shared structure in scienti c abstracts to facilitate abstract corpus
skimming and comparative reading at scale.

This is feasible for scienti ¢ abstracts because, as prior work has
identi ed, there are common structures in academic writing@ 41,

52, particularly in abstracts 12 30. Datasets of paper abstracts
have been annotated with research aspects by expedt dnd
crowds of non-experts3(. For instance, a large-scale study on
medical journal abstractslZ found that the predominant structure
is BackgroundMethodsResultsand Conclusionssimilarly, for a

di erent abstract corpus, Chan et al6] usedBackgroungPurposge
MechanismandFindingswhen buildingSolvent to support users
nding analogies between research papers.

2.4 Theories Operationalized for Supporting
Inductive Sensemaking

Most sensemaking systems for corpora are built for serial explo-
ration and reading of document corpora, e.g., by improving infor-
mation scent as iPaper Forager [46's scaled down paper images
or the mixed-initiaiveSerendyze[33's recommendations of what

to read next, not close reading and comparison at scale.

But many of the systems in Section 2.3 explicitly reference, as
design inspiration or justi cation, two theories of human cogni-
tion, i.e., Variation Theory44 and/or Structural Mapping Theory
(SMT) [17.3 SMT provides a framework for understanding how hu-
mans compare two or more objects by nding common structural
alignments between objects. SMT posits that visual alignment helps
people perceive relational similarities and di erences more clearly,
thereby improving their ability to make meaningful comparisons
and understand underlying pattern®28 38 47]. The prior SMT-
informed tools in Section 2.3 for both code and natural language
corpora suggest that the cognitive process of comparing texts may
be no exception to the cognitive processes SMT predicts.

3 Formative Interview Study

In order to determine (1) the context in which we might o er novel
views of scienti c abstracts and (2) the intelligibility of various
novel prototype designs for reifying cross-abstract relationships,
we conducted a formative interview study with 12 active researchers
(see Appendix A for participant information). The interview ses-
sions were divided into two parts: an open-ended semi-structured
interview about their backgrounds and practices, followed by feed-
back on a range of mock-ups, including novel rei ed relationships

between analogous sentences in di erent abstracts (Figure 2). Ses-

sions, which were held on Zoom, lasted 55 minutes on average.
Participants were compensated with $15 USD.

3SMT is sometimes referred to by alternative names, such as Analogical Learning
Theory.

Guetal.
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Figure 2: Examples of mock-ups of cross-document relation-
ship visualizations created for formative study participants,
which remix ideas inspired by GP-TSM[24], Examplore [22]
and ParaLib [69].

3.1 Procedure

In the rst part of the session, we asked participants about their
strategies for selecting publication venues for their manuscript
submissions, how they identify and synthesize information from
venues, their approaches to writing manuscripts, and nally, the
technology they have used to help with these processes, current
technology shortcomings, and ideas for addressing these challenges.

In the second part of the session, we provided participants with
mock-ups of possible rei cations of cross-document relationships
that might help them synthesize information across abstracts. These
mock-ups were inspired by prior work. For example, Figure 2(a)
shows analogous adjacent sentences rendered with the grayscale
skimming support ofGP-TSM 24 and the alignment of analogous
alternatives inspired byExamplore [27, a code corpora sense-
making tool. Figure 2(b) shows the alignment of a single set of
analogous alternatives across the sentences, and Figure 2(c) shows
role-reifying color-coordinated highlights inspired biyaraLib [69,
another code corpora sensemaking tool. We also presented partici-
pants with mock-ups of potential approaches to identifying relevant
information types, including custom search or LLM-powered text
annotation. See Appendix C for the complete set of mock-ups.

We used these mock-ups as design prol®H fo inspire ideation
and elicit creative responses. Speci cally, we asked participants to
compare and contrast alternative mock-ups and re ect on how they
could be used or improved to support their known or emerging
synthesis and information-foraging goals. After the interviews, we
analyzed the data using the process described in Appendix B

3.2 Key Findings

3.2.1 Existing Challenges to Sensemakiadicipants' approaches

to reading and gathering information from papers varied signi -
cantly, and despite leveraging some tools, these tools were often
less helpful than hoped for. Participants frequently mentioned di -
culties with search, e.g., needing to try searchimgleast 10 times
with di erent keywords to nd the initial set of relevant pape(®8).
Some participants also mentioned using generative Al tooldp
[them] gure out ... the key points of a speci ¢ pie¢@12) but may

nd it unhelpful if they often miss some of the key informati¢R8).
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In contrast, many participants described their paper comparison
process to be manual, with minimal tool usage.

3.2.2 Feedback on Mock-uparticipants commented that align-
ment and/or highlighting were useful for identifying and comparing
information: this... helps to recognize the di erences or similarities
(P7). However, some thought that this would require some amount
of trust in the algorithm performing the highlighting, especially
if judgments of importance were being delegated to the system
designer or an Al:l don't know if | would agree with whoever's
classi cation of what's important(P2). Visually, participants com-
mented that color highlights made it easier for them to read im-
portant parts of the sentences. However, they were divided on
alignment formatting: while some participants disliked seeing extra
spacing necessary to create vertical alignments becaugesitises]
a little bit of annoyance... why is the gap ther@?3), others said
that it was helpful if the user wants to look at [a particular common
component]... instead of looking at the whole sentéRdg
Participants particularly liked a presented mock-up that let them
build and review custom search queries by highlighting desired por-
tions of text in one or more papers as example-based speci cations
for retrieving analogous text from other papers, describing it as
smarter Ctrl-F (P2) or a way to augment keyword-based search
with richer semantic context. One participant described that this

Pre-de ned aspectébstractExplorer classi es sentences into
ve pre-de ned aspects common in CHI abstrac®Broblem Domain
Gaps in Prior WorkMethodology/ContributioRResults/Findingand
Discussion/Conclusiohhese were developed to suit the context of
CHI based on the authors' manual annotation 0£00 CHI abstracts.

Viewing one aspect at a time enables users to closely read and
compare just the analogous sentences of abstracts, which may be
cognitively easier than the comparative close reading of many
abstracts in their entirety, especially if cross-sentence relationships
are pre-computed and rei ed in the interface. Clicking an aspect
in the list (Figure 1A) displays corresponding sentences from all
abstracts in the Cross-Sentence Relationship panel (Figure 1B).
Each sentence is displayed with a matching origin paper ID for
provenance and paper author information for context.

User-de ned (custom) asped#otivated by formative study feed-
back on alternative search and document groupiAdpstractEx-
plorer allows users to de ne custom aspects in addition to the ve
pre-de ned ones. To create a custom aspect, users provide a name,
description, and an optional exact-match Iter (like Figure 1D)
to limit results to relevant abstracts. The interface then displays
matching sentences in the Cross-Sentence Relationship panel
(Figure 1B), highlighting only the chunk most relevant to the aspect
de nition, as determined by the system backend (e.g., Figure 4). See

would be useful just because it gets at what the researcher thinks they>€ction 4.3 for this and other implementation details.

want to know ... and it highlights that information for theifiP12).
However, some raised concerns about implementing this query
from a text highlight a ordance using an LLM:if | cannot ver-
ify [it] myself, there's no way for me to know what | have missed

(P5). Similar to the discussion about cross-document relationships,

participants generally appreciated color highlights.

4 AbstractExplorer
Given the challenges and opportunities of supporting skimming

4.1.2 Grammar-preserving sentence segmentation and role highlight-
ing. Inspired byGP-TSM 24|, AbstractExplorer  rst segments
sentences into grammar-preserving chunks segments that respect
grammatical boundaries, i.e., an LLM judges that the sentence can
be truncated at that chunk boundary without breaking the gram-
matical integrity of the preceding text. Each chunk is then classi ed
by an LLM as having one of nine pre-de ned roles, each of which
has its own assigned color.

To de ne these roles, we used a human-LLM collaboration ap-

UIST '25, September 28 October 01, 2025, Busan, Republic of Korea

and comparing papers at scale revealed in the formative study, Proach. An LLM produced initial annotations, which we iteratively
AbstractExplorer is designed to help researchers (1) skim, read, e ned via comparison with the authors’ manual annotations on
and better familiarize themselves with the contents and composition Our sample of 100 CHI 2024 abstracts. Formative study feedback
style of a large corpus of abstracts and (2) reason about cross-paper SUpported the use of role-related color highlights, so we planned
relationships at scale without abstracting away the author-written  t0 visually indicate the role of each chunk with a unique color. We
sentences about their own work. To do thidpstractExplorer  is balanced role speci city with the possible visual indistinguishabil-
designed to support close-reading purpose-de neliteshrough a ity of too many roles if each is assigned a unique color, ultimately

large collection 1,057 in our studies of paper abstracts. de ning nine roles: Context/Status Quo, Challenge/Problem,
Contribution , Goal/Focus, Methodology, Participants ,

System Characteristics , Finding , and Enumeration for the

4.1 System Components CHI 2024 corpus. An LLM was used to classify sentence chunks
4.1.1 Slicing abstracts for sentence-level aspect reading and compgto each of these roles. We adopt the color palette of Tableau 10,
ison (same-role sentenceR).keep details at the forefront of the  \yhich was carefully designed to be clearly distinguishafle.
interface, we designed a mechanism to slice abstracts for viewing  gach role label has a corresponding unique color shown at the
them from speci ¢ angles, allowing for comparative close reading  top of the Cross-Sentence Relationship panel (Figure 1B and Fig-
at scale at thesentencéevel. We chose theentences our unit ure 3B). By default, all highlights are turned on. Users can toggle
for cross-document alignment because: (1) it preserves complete jndividual role highlights by clicking on the corresponding role
propositional content (unlike phrases or words), (2) maintains gram-  |apel or toggle all highlights via the Highlight All button. These
matical coherence when isolated (unlike arbitrary text spans), and role-based color highlights enable quick identi cation of analogous

(3) serves as the minimal self-contained unit where aSpeC'[S can be chunks and visual pattern matching Oveequencgﬂ chunks across
meaningfully compared. Aspects are either pre-de ned or user- gentences.

de ned on the y; they are collections of sentences across abstracts

that serve the same or similar purposes within their abstract. “https://www.tableau.com/blog/colors-upgrade-tableau- 10-56782
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Figure 3: The global view of the AbstractExplorer interface. (A), (C), (D), and (E) are the same as Figure 1. (B) currently shows
the distribution over common sentence structures in the selected aspect of the corpus, along with an example for each structure.
Users can click the Expand toggle button to see the individual sentences represented by each histogram bar.

Relationships pane to step to the next most or next least common
structure, or through the global view described next.

Structure Global Vievn this view (Figure 3B), the sentences
with the most common sentence structure are listed together rst,
followed by the sentences with the next most common structure,
and so on. The total number of sentences with each structure in
the (possibly ltered) corpus is shown in parentheses and visual-
ized as a histogram. An example sentence is also shown alongside
each structure. This allows users to rst understand the di erent
structure patterns and their commonality, before diving into close

Figure 4: A user-de ned aspect showing results of user reading at scale of the sentences that share a particular structure
study sample sizes (user-provided description)in VR (user- by clicking any of the Expand toggles.

provided lter) papers. The most relevant chunks that con-
tain information related to user study sample sizes in each
sentence are automatically highlighted and used to vertically
align their containing sentences.

4.1.4 Ordering and Alignment of Sentences within Structure Groups.
Structural mappings between objects are part of the cognitive pro-
cess of comparison according to the Structure-Mapping Thedrg,[

and juxtaposition can facilitate humans in recognizing particular
possible structural mappings between object8§[ We design and
implement two types of juxtapositions:

Within-structure orderingThe structure groups are de ned by
tuples of chunk roles, e.g(.Contribution,  Participants) , but
within the group they may have longer common sequences of chunk
roles.AbstractExplorer orderssentences within each structure
group based on the sequential pattern of chunk rolesrtical juxta-
position$. Sentences are recursively grouped by sequences of three
chunk roles, with groups ordered by decreasing size. Within each of
those groups, sentences are arranged by increasing length. This or-
dering prioritizes dominant structural patterns (largest groups rst)
while exposing ne-grained variations (via length-sorted triplets),
mirroring how humans compare sentences, if SMT is an accurate
description in this domain of comparative close reading.

4.1.3 Organizing sentences into structure graipsconsider com-
mon sequences of chunk roles to bégnablestructures that could
be used to support users in identifying structural similarities and
di erences across sentences in di erent abstracts, in line with
Structure-Mapping Theory 7. In SMT terminology, rendering
and arranging according to corresponding chunks reify common-
alities in structure, while variation within corresponding chunks
are alignable di erences that users are predicted to notice.

In AbstractExplorer , sentences are grouped by this de nition
of sentence structure. For example, Figure 5 displays sentences
that all start with a description of the paper'Contribution , fol-
lowed by System Characteristics . Likewise, Figure 28 in Ap-
pendix F shows all the sentences that contain a description ofastudy ~ Within-structure alignmentAbstractExplorer alsoalignsthe
Methodology, followed by information about th¢Participants sentences in three di erent ways, as illustrated in Figure 5: vertical
who are involved in the study. To navigate to a group of sentences alignment by the middle of the structure tuple (second element),
within the same aspect that share a di erent structure, users can vertical alignment by the left of the structure tuple ( rst element),
either use the left and right buttons at the top of the Cross-Sentence and left-justi ed alignment forizontal juxtapositio)sBy default,
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Figure 5: Sentences that share the Contribution + System Characteristics
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role structure as viewed in the Cross-Sentence

Relationship pane: (a) Vertically aligned by the boundary between the chunks with the two respective roles. (b) Aligned by the
chunk with the rstrole. (c) Aligned by the beginning of the sentence.

sentences are vertically aligned by the middle of their shared struc-
ture tuple, but users can freely switch between the three alignment
options using the button group atop the Cross-Sentence Relation-
ship pane (Figure 1B)For instance, when examining sentences
with the Contribution + System Characteristics structure,
users may choose to align by middle of the structure, starting with
System Characteristics , to easily focus on the systems being
built as they form a contiguous visual block (Figure 5a). Within the
same aspect, when switching to examine sentences with another
structure, e.g., thiMethodology + Participants ~ structure, they
may choose to align by the left of the shared structure, starting with
Methodology, to focus on the methodology being used (Figure 28
in Appendix F). These alignment options are intended to enable

Keyword Itering (search)Filtering (Figure 1D) enables users to
narrow their focus to a subset of the corpus while still bene ting
from features that help them recognize cross-sentence relationships
within the remaining abstracts. Users can enter a search term into
the search bar and only papers that include that exact term will
appear in the Cross-Sentence Relationships pane (Figure 1B). Users
can remove the lter by deleting text from the search bar.

Sentence bookmarking§entence bookmarking helps users keep
track of papers to revisit later. When users click on a bookmark
icon to the left of any speci ¢ sentence in the Cross-Sentences
Relationships Pane (Figure 1B), that sentence is added to a bookmark
list that can be viewed in the Bookmarked Sentences alternate pane.

users to more easily read analogous chunks across sentences fromFrom this pane, users can toggle and view highlighted sentence

di erent abstracts, ignoring details serving other roles within the
sentence. This may e ectively decrease context switching and lead
to more robust mental models without requiring more cognitive
load. If users prefer, sentences can be toggled to a left-justi ed
view to facilitate conventional reading and skimming. Together, the
vertical and horizontal juxtapositions are designed to help users
identify both high-level commonalities and nuanced variations
across structurally similar sentences.

4.1.5 Additional Features for Context and Familiarity.

Abstract and TLDR panebentence-level reading may be new to
readers. To allow users to contextualize individual sentences within

chunks, click to scroll to the relevant abstract for each sentence, or
remove bookmarks from the list.

4.2 User Scenario

Alice wants to learn more about the papers published in CHI 2024
and decides to us&bstractExplorer to explore them. Upon open-
ing AbstractExplorer , Alice sees the Methodology/Contribution
aspect selected by default and a listContribution  +

System Characteristics sentences the most common sentence
pattern of that aspect. After scanning a few sentences, Alice real-
izes thatContribution = mostly consists of system names, while
the variation lies inSystem Characteristics . She shifts her fo-

their respective abstracts, we link the Cross-Sentence Relationship cus toSystem Characteristics , quickly skimming the vertically

and Abstract panels (Figure 1B and C): when users click on any

aligned list to discover a wide variety of systems. Intrigued by a

sentence in the Cross-Sentence Relationships pane (Figure 1B), thesystem involving 3D-printable ceramic materials, Alice clicks on

corresponding full abstract is automatically highlighted and scrolled
into view in the Abstracts panel (Figure 1C), o ering additional

context when needed. It also includes paper metadata such as the

full author list and the session name. The Abstracts panel can be
customized by users to display the full abstract text, an abstract
TLDR (a shorter abstractive summary generated by an LLM), or
both at the same time.

50nly the left-justi ed alignment option appears as a radio button, the other two
options are embedded into the corresponding structure labels.

the sentence to view more details about the paper in the Abstract
panel, gaining insight into a previously unfamiliar area.

Alice then navigates to a di erent group of sentences about
evaluation methodologies. She becomes curious about the num-
ber of participants typically involved in CHI studies. She selects
the Contribution + Participants group to explore the distribu-
tion of participants across studies. The green spans representing
Participants make it easy for her to locate mentions of partici-
pant information in di erent abstracts. Alice notices a wide range
in participant numbers, with some studies involving as many as
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Figure 6: Work ow for automatic sentence- and chunk-level labeling in

Guetal.

AbstractExplorer . Two hypothetical abstracts

are used to illustrate the work ow. (A) We collect paper abstracts and segment each into individual sentences. (B) An LLM
classi es every sentence into one of ve pre-de ned aspects. Together, (A) and (B) constitute Stage 1: Sentence Segmentation &
Categorization. (C) Each sentence is segmented into grammar-preserving chunks (Stage 2: Sub-sentence Segmentation). Every
chunk is then assigned to one of nine pre-de ned functional roles and color-highlighted accordingly (Stage 3: Chunk Role

Annotation).

1,500 participants. However, by looking Methodology spans that

We process this data in a three-stage pipeline (Figure 6). In the

identify study types, she observes that these large numbers are pri- rst stage, Sentence Segmentation and Categorization, abstracts

marily from survey-based research. She then re nes her working set
of abstracts by typing qualitative into the search bar, ltering the
underlying abstracts accordingly, and notes that most qualitative
studies involve around 12 participants.

In addition to participant numbers, Alice also explores study

are split into individual sentences using the NLTK package, and
each sentence is classi ed into one of the ve pre-de ned aspects as
listed in Section 4.1.1. Classi cation is performed by prompting an
LLM (see prompt used in Appendix D.1) with the sentence and its
full abstract. Note that an abstract may contain multiple sentences

populations by creating a custom aspect, which she describes as along the same aspect.

description of qualitative study population, with a Iter for health
papers. The interface returns a dozen highly relevant papers, with
key descriptors of study populations such as queer women, visu-
ally impaired developers, and older adults involved in care provision
automatically highlighted for quick identi cation.

Finally, Alice explores research involving large language models
(LLMs). She types LLM into the search bar and selects Gaps
in Prior Work from the prede ned aspects panel. The largest
structure group isChallenge/Problem + Contribution , and Al-
ice skims these sentences with a focus Challenge/Problem,
quickly identifying recurring themes such as addressing halluci-
nation risks, improving prompting, and examining the impact of
LLMs on marginalized groups. This exploration gives her a clearer
view of the key challenges and research directions related to LLMs
discussed at CHI 2024.

4.3 Implementation Details
The AbstractExplorer interface is a React app loaded with CHI

Then, we segment sentences within each aspect into grammar-
preserving chunks (see prompt used in Appendix D.2). This results
in grammatically coherent chunks that are the basis of structure
patterns. After identifying chunk boundaries, we again prompt an
LLM to generate labels for chunks in a human-in-the-loop approach:
starting from an initial set of labels for chunk roles, when a new
label is generated, a researcher from the research team examines
the new label and merges it with existing labels if appropriate,
controlling for the total number of labels.

After obtaining an expanded set of high-level chunk labels, we
assign them to each of the sentence chunks by using LLMs in a multi-
class classi cation few-shot learning task, with the initial labels
and assignment as examples (see prompt used in Appendix D.3).

All the chunks and corresponding labels are pre-computed and
stored as JSON les, ensuring responsiveness and low latency of the
web application. All keyword searches are computed dynamically
in the React app and have low latency.

Custom aspects are generated dynamically via API calls to a

2024 abstract data from the CHI 2024 Papers Explorer's open-source F2StAPI back-end, which prompts an LLM to check whether each
repository® The dataset consists of paper abstracts and metadata Sentence in the ltered subset matches the aspect description

including title, author names, and session. We select only full papers
from the dataset, which results in 1057 paper abstracts.

Shttps://observablehq.com/@john-guerra/chi2024-papers

either in terms of overall content or a matching token and extracts
the most relevant chunk of that sentence to highlight (see prompts
used in Appendix D.4). The front-end React app allows users to view
partially loaded custom aspects while they are being generated.
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